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BerkeleyImageSeg Userôs Guide 

 

 

1. Introduction 
 

 

Welcome to BerkeleyImageSeg!  BIS is designed to be a lightweight image segmentation 

application, easy to learn and easily automated for repetitive processing of large jobs, 

testing and embedding in image processing chains.  BIS performs segmentation, one of 

the first steps in Object Based Image Analysis.  Later steps may include some other 

analysis of the resulting segments, classification, or generation of additional shape and 

spectral statistics.  BIS contains basic statistics generation and classification, but the 

primary function is generating large numbers of segmentation results, which can be 

customized based on a set of parameters and switches accessed through either a 

command line or graphical user interface.  This manual will guide you through accessing 

the features of BIS through the command line and the GUI.  Lastly, we will provide 

examples of using BIS in a processing chain using Weka, an open source data mining 

software, and from external applications. 

 

 

 

 

2. Algorithm 
 

 

BerkeleyImageSeg uses region merging for the segmentation algorithm (Benz et al. 2004).  

Initially, every pixel is an object and merging proceeds iteratively.  For any object, 

consider its contiguous neighbors.  Let any pair of contiguous objects be described as 

object a, object b, and their possible union ab as the merged object. 

 

Let the difference in spectral heterogeneity ph  for the merged object by defined as: 
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ii ww 1,10  are the weights for i=0,1éI image bands, n denotes the area of an 

object in pixels, and ůi is the standard deviation in band i for an object.   

 

Let the difference of compactness and smoothness, chD  and shD  respectively, of the 

objects be defined as: 
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l is object perimeter length and b is the perimeter of the objectôs bounding box length. 

 

Let the difference in shape heterogeneity be defined as: 

 

sscct hwhwh D+D=D  

 

1,1,0 =+¢< scsc wwww  and wc is the user selected compactness parameter (ws is the 

smoothness parameter). 

 

Define the scale rate r as: 

 

ttpp hwhwr D+D=  

 

1,1,0 =+¢< tptp wwww  and wt is the user selected shape parameter. 

 

The program will iterate through the objects, merging contiguous objects if the estimated 

scale rate r is below t=0,1,2éT.  The user selected scale threshold parameter T 

determines the number of iterations through the objects or the number of merging cycles.  

So the higher the scale, the more merging will occur and the larger the objects in the 

segmentation will be. 

 

 

 

 

3. Performing Segmentation 

  

 The Wizard 
 

Now that we have an idea of what the program is doing, letôs see how to run it.  BIS will 

read images in a variety of formats (Tiff, GeoTiff, Jpeg, etc), perform a segmentation and 

output the results as images, an ESRI shapefile, and/or comma delimited text files (for 

tabular output).  Figure 1 shows the BerkeleyImageSeg 1.0 Wizard: 

 



Revised September 1, 2010.  Copyright © 2008, 2010 Nicholas Clinton 3 

 
Figure 1 

 

 

First, select an input image to process by pressing the ñBrowseéò button and navigating 

to the file.  The default is a color-IR sample image (of agricultural fields) in the 

installation/sample/ directory (there is also a sample training shapefile: ag-test_train.shp, 

in the sample/ directory).  Next, choose parameter values for threshold (1,2éIterations), 

shape [0,1] and compactness [0,1] and enter them to the wizard using the text boxes.  

We will use threshold=50, shape=0.5, and compactness=0.5, the default values in this 

example.  As described in Section 2. Algorithm, this represents an equal weighting of 

compactness and smoothness, shape and spectral heterogeneity in the segmentation.  The 

threshold specifies that 50 iterations of merging will occur.  It is also possible to enter 

multiple parameters as comma separated lists and the wizard will automatically process 

all the combinations.   

 

Click the ñAdvancedò button to enable additional options.  Figure 2 shows the Wizard in 

Advanced View.  Note that there are now checkboxes to select some output and runtime 

options.  The ñCompute object statisticsò button will invoke a post processing step to 

compute a table of segment statistics in comma delimited text format.  This table will be 

placed in the input directory with input_image_name_scale_shape_compactness.csv 

filename.  The content of the table is defined in Appendix A.  The statistics table has a 

row for each segment identified by the óidô field.  The table is joinable to the attributes of 

the segments by the ID field.  Sections 4.1 and 4.3 describe the use of these statistics to 

classify the segments. 
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The ñTrain and Rankò button enables a comparison of the segmentation to a provided 

shapefile of reference objects.  The training shapefile should have the same name as the 

input image with ó_train.shpô appended.  The training shapefile should also have an 

attribute named ótrainclassô which contains the class label of the reference shape.  The 

ñTrain and Rankò option will identify (in the statistics table) class membership and 

similarity to the provided reference (or training) objects, using polygon matching metrics 

(see Clinton et al. 2010).  If multiple parameter combinations are specified, there will 

also be a rank table output.  The rank table describes the goodness of each segmentation 

(where each segmentation corresponds to a parameter combination) relative to the 

provided training objects.  Section 4.2 describes the use of training objects to choose a 

segmentation. 

 

 

 
Figure 2 

 

 

When the ñRunò button is pressed, the program will process the selected image, placing 

the output files into the same directory as the input image.  The Command Line window 

will display the progress of the program and any important messages from BIS.  If 
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multiple parameter combinations are specified, multiple output sets will be generated.  

The jobs are processed sequentially, within nested scale parameters. 

 

By default, BIS produces two outputs.  The main output is a vector representation of 

segments as an ESRI Shapefile, placed in the input directory with filename 

input_image_name_scale_shape_compactness.shp (ag-test_50_05_05.shp for example).   

The attributes of this shapefile contain a field called óidô which can be used to join the 

statistics.  The other output is a display image as a 3-band, byte formatted tiff.  The 

display image represents the mean values of the first three bands of the input image in 

each segment as RGB.   

 

By executing BIS using the example above, the sample/ directory should now look like 

Figure 3.  (WARNING: Windows 7 may hide and/or lock these files if they are generated 

in the Program Files directory.  Simply move the sample/ directory to another location 

and perform the segmentation outside the Program Files directory to avoid this.) 

 

 

 
Figure 3 

 

Notice that a shapefile has been generated, as well as the other outputs.   

 

 

 

 

 

The Command Line 
 

The Command Line interface to BerkeleyImageSeg exposes additional features of the 

program and allows BIS to be scripted programmatically through System calls.  Figure 4 

shows the window that appears when the Command Line BerkeleyImageSeg is invoked. 
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Figure 4 

 

 

Each option can be turned on by adding it as a command line argument.  The options 

specific to the Command Line are: 

 
- g   Grid image of s egments for import to GIS/RS.  

The grid image is a one band image, in the same format as the input and in the same 

directory as the input, with segment id (32-bit integer) as the pixel value.  If this option is 

specified, the statistics table can be generated as a post processing step using the ïd 

option.  This is useful in testing large combinations of parameters, when statistics are 

only needed for the top ranked segmentations. 

 
- e          Edge image of segments as transparent PNG  

The edge image is a graphic representation of the segmentation, with segment boundaries 

shown as black on a white (transparent) background.  This standard PNG can be used as 

an overlay in raster mapping software applications. 
 

- m          Take thresholds as a Minimum Mapping Un it in georeferenced 

area  

Specifying an MMU will let the segmentation continue until at least 90% of polygons 

meet the MMU specified.  The "threshold" number on the command line is thereby 

specified in square units rather than the iteration number.  This helps the user work in real 

world units rather than the arbitrary concept of number of iterations.  The actual iteration 

step is reported, so the user may further investigate that scale. 
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-- mp=MP     Specify percent of shapes to meet MMU. From 0 to 1, defaul t 

0.9  

Adjust the percent of polygons that must meet the MMU for the merging process to halt.  

1.0 would be the most strict.  Lower the number if outlier segments need to be 

accommodated. 
 

- x          Tile large image, start segmentation, then merge and fin ish  

This is required for all but small clips of images.  Use this option if BIS cannot load the 

image.  On the other hand, determining optimal segmentation parameters on a fast-

running subset of a regular image is highly recommended. 
 

-- xr=XR     Specify f ewer number of rows per tiling strip. Default is 

2000  

Make the size of the tiles smaller.  Lower this to create more tiles to parallel process or to 

accommodate very wide images. 
 

-- xt=XT     Specify threshold for pre - segmenting of tiles. Default is 5  

Raise this number to allow individual tiles to segment further before merging.  Use this 

for very large images that still have too many polygons for memory allocation at the 

merge step.  Perhaps raise to 10 and confirm no tile artifacts exist in the completed 

segmentation. 
 

-- xd        After tiled segmentation, directly grid out regions to int  

image.  

For extremely large images, directly output the segmentation labels to a grid image.  Post 

processing will not be performed, 
 

- p          Parallel process jobs us ing max number of processors/cores. 

The output to the console will be overlapping  

Take advantage of tiling and multi-core machines to parallel process the tiles. 
 

- d          Disk reopen of existing shapefile and grid for post 

processing  

If a run is performed with the ïg option, these results can be reopened for training and 

statistics generation without performing the segmentation again.  This can be useful for 

ranking large sets of combinations, then training and generating statistics only on the best 

results.  For example, at the command line, enter the original input image and parameter 

combination, then append ïd ïs ït. 
  
- l          Log info messages to a file rather than printing to the 

screen  

Save long program output to a text log file.  Can be reviewed later by the user or sent to 

technical support if requested. 
 

-- nd=ND     Ignore NODATA pixels. Int value specified must be in each 

band [Not compatible with - x tiling]  

Specify a NODATA value and ignore it.  Specifically the software will group all 

NODATA pixels into a single region with label zero.  This can be used to speed up the 

process for images with surrounding "blank space" or short circuit internal areas that are 
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confusing the merging process.  The NODATA value can be any number as long as each 

band of the pixel has that value burned into it. 

 

 

 

4.1 Sample Process ï Clustering 
 

 

Process the ag-test.bmp sample image according to the example in the previous sections.  

The ag-test_50-05-05.csv file should now be in the /sample directory (generated as an 

output specified with the Statistics option).  This is the comma separated file with the 

spectral and shape statistics for each segment.  Our first goal is to use a powerful data 

mining software to identify some patterns in the feature space of these spectral and shape 

variables.  The following example uses Weka (http://www.cs.waikato.ac.nz/ml/weka/), an 

open source data mining package to do some clustering, or unsupervised classification of 

these data.   

 

The ag-test_50-05-05.csv file can be opened directly by the Weka Explorer GUI.  We 

want to cluster the data based on the statistics while filtering the id, filename and training 

attributes.  To do this, go to the Cluster tab, click the óChooseô button next to Clusterer 

near the top of the Weka Explorer window, and select FilteredClusterer.  Now, left click 

on the Object Generation window next to the óChooseô button.  Select the EM clusterer 

and for Filter, go to UnsupervisedŸ  AttributeŸ  Remove.  Click on the Object 

Generation window next to the Remove filter and enter attribute indices as 

1,2,24,25,26,27.  With this setup, we have chosen to cluster the data with the Expectation 

Maximization algorithm (Witten and Frank 2005), ignoring attribute indices 1, 2, 24, 25, 

26, and 27.  Click the óStartô button to invoke the clustering run.  Figure 5 illustrates the 

clustering tab of the Weka Explorer using ag-test_50-05-05.csv and the result from the 

setup described. 

 

 

http://www.cs.waikato.ac.nz/ml/weka/
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Figure 5 

 

 

The results can be visualized in Weka or saved for output to some other application.  To 

export the attributes is a little convoluted, but will be obvious in a second.  First, right 

click the run identifier in the Result list (bottom left of Weka window).  Select Visualize 

Cluster Assignments.  Another window will appear for visualizing the results.  Click the 

save button and save to an .arff file (text, using Weka format) that will include the cluster 

assignments.  We want to convert the .arff to a .csv, so open the .arff in Weka Explorer, 

then from the Preprocess tab, click save and simply save it to a .csv file.  This process is 

simply for converting the file type (which could also be done manually, using a text 

editor).  You should now have a .csv file that includes the original statistics, an id field, 

and the cluster assignment. 

 

Letôs take a look at these outputs in a GIS.  Figure 6 shows the original input image with 

the shapefile of segments overlaid.  
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Figure 6 

 

 

In the attributes of the segment shapefile, there is an óidô field.  Open the table of 

statistics and cluster assignments created in Weka and join it to the attributes of the 

segments shapefile using the óidô field.  Now, the cluster assignment (based on the 

spectral and shape attributes of the segments) can be used to render the polygons in the 

segmentation shapefile.   

 

Just to summarize what we have done, in our example, we opened ag-test_50-05-05.csv 

in Weka, filtered the first two attributes, performed a clustering (Expectation 

Maximization with 4 clusters), saved the clusters as ag-test_50-05-05_em_clusters.arff, 

opened this file in Weka, then saved it again as ag-test_50-05-05_em_clusters.csv.  Next, 

we opened ag-test_50-05-05_em_clusters.cvs in our GIS and joined it to the attributes of 

the segments using the óidô field.  Finally, we used the óClusterô field to assign color to 

each segment.  The segments, rendered according to cluster membership, are displayed in 

Figure 7. 

 

 


